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Today’s Agenda

● Overview and Fundamentals

● Convolutional Neural Networks

● Recurrent Networks

● Graph Neural Networks

● Practices
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Deep Learning for Robot Perception

>60% of the papers we will review in this course have deep learning component in it. 



Machine Learning
y = f(x, W)



Linear Scoring Function

x
W11

…

b1

y = Wx+b

y

How many learnable parameters for 
an n-dim input and m-dim output? 



One More Layer?

y = W2(W1x+b1)+b2
Still Linear

x y



Nonlinearity

y = W2σ(W1x+b1)+b2
Nonlinear activation function



Nonlinearity



Multi-Layer Perceptron



Forward Computation

y = W2σ(W1x+b1)+b2



Forward Computation

y = W2σ(W1x+b1)+b2



Forward Computation

y = W2σ(W1x+b1)+b2



Forward Computation
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Forward Computation

y = W2σ(W1x+b1)+b2



Forward Computation

y = W2σ(W1x+b1)+b2
computation graphs of neural networks are a directed acyclic graph (DAG)



Training
• Find network weights to minimize the prediction loss between true and 

estimated labels of training examples:

• Possible losses:

• Quadratic loss: 𝑙 𝐱! , 𝑦!; 𝐰 = 𝑓𝐰(𝐱!) − 𝑦! #

• Log likelihood loss: 𝑙 𝐱! , 𝑦!; 𝐰 = −log 𝑃𝐰 𝑦! | 𝐱!

• Hinge loss: 𝑙 𝐱! , 𝑦!; 𝐰 = max(0,1 − 𝑦!𝑓𝐰 𝐱! )
Slide from S.Gupta and L. Lazebnik.

min
w

X

i

`(f(xi;W),yi)
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Forward Computation

y = W2σ(W1x+b1)+b2

Loss



Chain Rule

y = f(z), z = g(x);
@y

@x
=

@y

@z

@z

@x
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y = f(g(x))
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Backpropagation

Loss

! L
! y
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Backpropagation

Loss
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Backpropagation

Loss
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Backpropagation

Loss
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Forward and Backward
Forward Computation

Backward Computation

• takes z!"# and weight w! as input
• produces z! as output

• takes g(z! ) as input
• produces g(z!"# ) and  g(w!) as output 



Today’s Agenda

● Overview and Fundamentals

● !"#$"%&'("#)%*+,&-)%*+,'."-/0

● Recurrent Networks

● Graph Neural Networks

● Practices



Multi-Layer Perceptron: What is Wrong?

If x is 500x500 image, z# is 1024-dimensional, what is the size of the W# ?

If x is 500x500 image, x is shifted by one pixel, do you expect the z#$remain similar? 



Image

Mushroom
Dog

Ant
Jelly 

FungusNest

He et al. ICCV 2017 Guler et al. CVPR 2018

Convolutional Neural Networks



f

! "

g
Convolution



Pooling
f

maxpool[x] = max
y! N (x )

f [y]
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avgpool[x] =
1

|N (x)|

!

y ! N (x )

f [y]
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Advantage

● Local Connectivity / Weight Sharing
● Translational equivariant / invariant
● Biologically Inspired 
● Allows deeper layer

x
z



Backstory
• Biological inspiration: D. Hubel and T. Wiesel (1959, 1962, Nobel Prize 1981)

• Visual cortex consists of a hierarchy of !"#$%&, '(#$%&) , and *+$&,-'(#$%&)
cells 

!"#$%&

http://cns-alumni.bu.edu/~slehar/webstuff/pcave/hubel.html


Backstory
'&"%"()*+$") ,&'&+ -.
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54/0.%(,67/8%0#9%/4(.(-#/::9.%0#,+#0+;'<%(,#4%;+-(.,.+()#
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QN.3,#.(#1+8.,.+("#*.+9+-.;/9#&W7%4(%,.;8)#BJ?X

http://yann.lecun.com/exdb/publis/pdf/lecun-01a.pdf
https://www.rctn.org/bruno/public/papers/Fukushima1980.pdf


Convolutional networks: Outline

• !"#$%&'#&("')*+

• 18, generation (2012-2013): AlexNet

• 2(0 generation (2014): VGGNet, GoogLeNet

• 340 generation (2015): ResNet

• 4,N generation (2016): WideResNet, ResNeXt, DenseNet



ImageNet Challenge
!"#$%&

/*(#$&01"#$%&

http://www.image-net.org/challenges/LSVRC/
https://www.embedded-vision.com/industry-analysis/blog/deep-learning-five-and-half-minutes


AlexNet: ILSVRC 2012 winner
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http://www.cs.toronto.edu/~fritz/absps/imagenet.pdf


VGGNet
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https://arxiv.org/abs/1409.1556
http://cs231n.stanford.edu/slides/2018/cs231n_2018_lecture09.pdf


ResNet: ILSVRC 2015 winner

K. He, X. Zhang, S. Ren, and J. Sun, Deep Residual Learning for Image 
Recognition, CVPR 2016 (Best Paper)

http://arxiv.org/abs/1512.03385


ResNet
• The residual module

• Introduce !."$ or !*(,/'0/ connections (existing before in literature)

• Make it easy for network layers to represent the identity mapping

K. He, X. Zhang, S. Ren, and J. Sun, Deep Residual Learning for Image 
Recognition, CVPR 2016 (Best Paper)

http://arxiv.org/abs/1512.03385


Q+'4;%#A^C

http://www.inference.vc/deep-learning-is-easy/


Comparisons
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https://culurciello.github.io/tech/2016/06/04/nets.html
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https://arxiv.org/pdf/1704.04861.pdf
https://web.eecs.umich.edu/~justincj/slides/eecs498/FA2020/598_FA2020_lecture08.pdf


! "#+A#+03&6+#$&0:6A1

Recall: normal convolutional layer
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Depthwise convolution
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https://web.eecs.umich.edu/~justincj/slides/eecs498/FA2020/598_FA2020_lecture08.pdf
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Sequential Data



Recurrent Neural Networks
● Sequential Prediction Task
● Input can vary



Recurrent Neural Networks
● Sequential Prediction Task
● Input can vary



Backpropagation Through-Time
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Recurrent Neural Networks
● 1"#2 3',-4*4,4"-5*(00&,
● Vanishing/exploding gradient



Recurrent Neural Networks
● Long-term memory issue
● 6)#(07(#28,9:%";(#2*2-);(,#'
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Comparison



Long Short Term Memory networks (LSTM)
● Avoid the long-term dependency problem
● Use three sigmoid ”gates” to control information flow

Input, Forget, Output



GRU

● Similar philosophy but simpler

● Used in quite a few perception 
works



Graph for Robotics



Graph Neural Networks

Message Computation



Graph Neural Networks

Message Computation

Message Aggregation

Update State



Graph Neural Networks

Message Computation

Message Aggregation

Update State



Graph Convolutional Networks

w_ij
Σ

Convolution WeightNormalized AdjacencyNonlinearity

Geometric Deep Learning: https://www.youtube.com/watch?v=w6Pw4MOzMuo

https://www.youtube.com/watch?v=w6Pw4MOzMuo


Today’s Agenda

● Overview and Fundamentals

● !"#$"%&'("#)%*+,&-)%*+,'."-/0

● Recurrent Networks

● Graph Neural Networks

● Practices



Example: Motion Forecasting



Finetuning from Pretrained Weights
In practice, very few people train an entire Convolutional Network from scratch
● Too expensive (few days/weeks with multi-gpus)
● Not enough data for own tasks (especially in robotics)

Take a pretrained CNN on ImageNet / COCO:
● ConvNet as fixed feature extractor
● Finetune the entire network

https://pytorch.org/serve/model_zoo.html



Optimizer
● Gradients from mini-batches are noisy



Optimizer
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Learning Rate Scheduler



Learning Rate Scheduler



Normalization
● Normalize activations based on batch/layer/instance/group statistics
● Stabilize optimization and reduce “internal covariate shift”
● Important for certain architecture, e.g. layernorm for transformers
● Sometimes might hurt



Dropout
Random drop some neurons during training
● Regularization: Force network to learn redundant/robust representations
● Ensemble: a large ensemble of models (that share parameters).
● Dropout at test time will provide a form of uncertainty measure



Data Augmentation
● Apply random transforms to input, while remaining the labels
● E.g. colors jittering, random blur, rotation, translation, random contrast…

See more at: 
https://pytorch.org/vision/stable/transforms.html



Data Augmentation
● Cut-and-Paste shows promising results for object perception



In practice, start from

● Visualizing your dataloader
● Fixing random seed
● Overfitting a small batch, no data aug
● Using smaller models
● Turning off Batchnorm
● Running gradcheck if you have custom layers



Questions


